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PLUNJUICE

/—) Elia Belli
Works with the Cerebras WSE for tasks such

as computational fluid dynamics. Loves to
tackle practical scientific challenges.

Always in for a good hike (might get lost)

-~ 3 Maria Campos
Currently working on a dynamic
visualization of MPI traces for pattern
and communication analysis.

Consumes movies as if it was food

Andrea Venditti
Contributes to the Sapienza's Flight Team
in the CV department, Al interpretability
and HPC sparks interest in him.

Loves trains so much he'dd buy one

> Alessandro Romania

Researches RL for robotics, exploring policy
robustness and autonomous agents. At the
same time, he is exploring the HPC world.

Avid reader and techno enjoyer

Leonardo Biason

Develops linear algebra and numerical
algorithms on the Cerebras WSE, enjoys low-level
programming and pushing hardware to its limit.

Shoots photos at basically everything

™ Luca Micarelli
Focuses on MPI fault-tolerant collectives,
has a keen interest in cybersecurity and
distributed systems.

Runs not from problems, but for joy

~> Daniele De Sensi  7esm Advisor

Associate professor at Sapienza and an active
member of the HPC community. Brings valuable
expertise to the team.

Books in one hand, controller in the other, boots on the trail

+ WHO IS PLUMJUICE?

PlumdJuice is like a fruit salad: it started off as a group of students
building a Raspberry Pi mini-cluster for simulations, and then also
grew by creating a HPC competitive team (that's us!)

We're a diverse team, based at Sapienza University in Rome,
from the CS department making our debut at IndySCC 25 (and to
our knowledge, we're the first from Italy!)

Like any great fruit salad, our strengths come from blending
different skills and ideas: we're ready to learn, compete, and show
what we can do together

TEAM PREPARATION

Our team gathered through a Multicore Programming course led
by our advisor, where we all gained proficiency in parallel
programming frameworks such as MPI, OpenMP, Pthreads, and
CUDA

Building on that foundation, we established weekly meetings to
identify areas where our knowledge could be strengthened (e.g.,
setting up a Slurm cluster) and to explore advanced topics not
covered in the course, such as profiling, vectorization, CUDA
streams and Tensor Cores

While our training for the competition was done jointly, the
heterogeneity of our team (both regarding skills and interests)
allows us to split up depending on the task at hand. We may call it

. 2 T™ i
Single Team Multiple Tasksw NOW PATENTED!

The JetStream2 supercomputer has not been our unique source
of computational power for preparing for the competition: thanks
to our advisor, we got access to Leonardo, an italian
supercomputer in the top 10 of the Top500 list!

But that's not all: we also got our hands on the real PlumJuice, a
small Raspberry Pi Slurm cluster built by our senior colleagues.
How did we do it? Thanks to JuicyHackathons! They are intensive,
three-hour hackathons during which teams had to parallelize
various algorithms, ranging from heat diffusion to bitonic sorting,
and achieve the highest performance score on the juiciest cluster
of them all!

. OURRESOURCES

For the competition we are making use of JetStream2, a
supercomputer from Indiana University, which comes with different
flavours of VMs and instances. All nodes have an AMD Milan 7713
CPU at their core, and may or may not have an NVIDIA A100 as an
accelerator (just like Schrodinger's cat)

But let's go through our arsenal: all the nodes that we're using have
Ubuntu 24.04 as base OS, and are all linked through Slurm, a well
renowned workload manager. The nodes are split into two
partitions, one for the CPU-related jobs and another for the GPU-
requiring jobs. This setup allows for flexibility when testing and
running applications

But that's not alll We are also making use of a large Manila Share as
our NFS, on which we set up modules through Lmod to create a
centralized and flexible environment for experimentation

Let's spice it up: together with these tools, we also employ
compilers such as clang, which are capable of vectorizing
compatible code, for speeding up CPU-bound pre-processing
tasks. On the GPU side, we make use of CUDA and OpenACC, the
latter especially for getting quick GPU-accelerated results, which
can be later optimized with CUDA

But what if the performance isn’t enough? Powerful tools such as
LIKWID’s and NVIDIA Nsight's suites of profilers will allow us to
gain better insights regarding our applications’ performances
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